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Abstract—Reinforcement learning (RL) is one of the most prac-
tical ways to learn from real-life use-cases. Motivated from the
cognitive methods used by humans makes it a widely acceptable
strategy in the field of artificial intelligence. Most of the environ-
ments used for RL are often high-dimensional, and traditional RL
algorithms becomes computationally expensive and challenging
to effectively learn from such systems. Recent advancements in
practical demonstration of quantum computing (QC) theories,
such as compact encoding, enhanced representation and learning
algorithms, random sampling, or the inherent stochastic nature of
quantum systems, have opened up new directions to tackle these
challenges. Quantum reinforcement learning (QRL) is seeking
significant traction over the past few years. However, the current
state of quantum hardware is not enough to cater for such high-
dimensional environments with complex multi-agent setup. To
tackle this issue, we propose a distributed framework for QRL
where multiple agents learn independently, distributing the load
of joint training from individual machines. Our method works
well for environments with disjoint sets of action and observation
spaces, but can also be extended to other systems with reasonable
approximations. We analyze the proposed method on cooperative-
pong environment and our results indicate ∼10% improvement
from other distribution strategies, and ∼ 5% improvement from
classical models of policy representation.

I. INTRODUCTION

Quantum computing has attracted considerable attention

due to its ability to provide computational advantages over

classical computing for certain classes of problems [1]. Al-

though present-day quantum hardware is constrained by noise,

limited coherence times, and device imperfections, extensive

research efforts are underway to realize practical quantum

advantages [2]. Within this context, quantum machine learning

(QML) has emerged as a particularly promising direction,

aiming to integrate quantum computational principles into

machine learning (ML) frameworks. Most existing QML ap-

proaches adopt a hybrid quantum–classical architecture [3],

where quantum processors are used for subroutines that can

exploit quantum effects, while classical processors manage

components better suited to conventional computation. Vari-

ational quantum algorithms (VQAs) [4] constitute the core

computational paradigm underlying most contemporary QML

models. Built upon parameterized quantum circuits optimized

via classical routines, VQAs have enabled QML methods

to be applied across a broad range of learning scenarios,

including supervised classification [5], sequential and time-

series modeling [6], [7], natural language processing [8]–[11],

and graph based learning [12], etc.

Within this landscape, QRL [13] has recently emerged

as a particularly compelling research direction, aiming to

exploit quantum-enhanced representations, optimization dy-

namics, and stochasticity to improve the decision-making

capabilities of learning agents. As real-world environments

increasingly involve decentralized decision processes, partial

observability, and interactions among multiple autonomous en-

tities, extending QRL frameworks beyond single-agent settings

toward multi-agent quantum reinforcement learning (MA-

QRL) becomes a natural and necessary progression [14]. Such

multi-agent formulations open new opportunities to investigate

quantum-enabled coordination, competition, and information

sharing among agents, while also posing fundamental chal-

lenges related to scalability.

To enable such systems and overcome the scalability is-

sues on near-term quantum devices, we propose a distributed

framework for such MA-QRL problems. Major contributions

of our work include:

1) An architecture for distributed quantum reinforcement

learning for multi-agent environments, learning joint

tasks through independent training.

2) Detailed analysis of this framework to showcase prac-

tical usability and limitations on a benchmarking envi-

ronment of two agent cooperative pong game.

The rest of the paper is organised as follows: A brief

introduction to RL in Section II, followed by our solution

methodology in Section III, and discussions on experiments

and results in Section IV. Finally, we conclude and provide

remarks on possible future directions in Section V.

II. REINFORCEMENT LEARNING

Reinforcement learning is a class of ML problems that aims

to learn an optimal strategy for state-action pairs (policy), from

an environment usually described through a Markov decision

process (MDP) [15]. Training usually involves an iterative

feedback-based loop, where an agent (learner) continuously

interacts with the environment (MDP) to gradually learn

the policy, while maximizing the expected reward using a

controlled exploration-exploitation mechanism [16].
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A. Single-Agent Environments

Consider a simplistic representation of a RL problem using

the following MDP definition:

1) State Space (S) : S = SO ∪ SI ∪ ST , is a collection

of starting (SO), intermediate (SI ) and terminating (ST )

states.

2) Action Space (A) : A = {a1, a2, ...}, is the set of

possible actions.

3) Transition Function (P) : S1×A×S2 → [0, 1], defines

the probability of transition P (s, a, s′) = Pr(s′|s, a)
from a state ’s’ to a state ’s′’ under an action ’a’.

4) Reward Function (R) : S1 ×A× S2 → R, defines the

reward for a transition (s, a, s′) from state ’s’ to a state

’s′’ under an action ’a’.

Where, (S1, S2) ⊆ S, s ∈ S1, s′ ∈ S2 and a ∈ A. Then

a single-agent environment (SAE) is the one where the entire

action space (A) is managed by only one learning agent.

B. Multi-Agent Environments

A multi-agent environment (MAE) is an extension of the

previous definition, where the entire action space (A) can be

divided into disjoint sets of action spaces (Ai), s.t.

Ai = {ai1, ai2, ...} | A =
⋃
Ai and Ai ∩ Aj = φ, ∀i �= j.

Where, each action space Ai is associated with a distinct learn-

ing agent (i). Correspondingly, a transition (s, a, s′) is defined

by a joint action vector a : ×Ai = (a1x, a2y, ..., aiz), ∀i >
1 and ∃aiα ∈ Ai.

Some of the popular MAE include games like Chess, GO,

Pong, etc., and real world applications like robotics, power

systems, autonomous vehicles, etc. [17]. These can be modeled

either in a collaborative system (COL-MAE) where agents

train towards a common objective, or a competitive system

(COMP-MAE) with conflicting rewards [18].

C. Deep Reinforcement Learning

Given the environment description, the objective of a RL

algorithm is to learn a policy, s.t.:

Policy (π) : S×A → [0, 1] defines the posterior probability

of selecting an action ’a’ given the current state ’s’ i.e.

π(s, a) = Pr(a|s),
while maximizing the expected discounted reward:

max
π

(
Est∼P,at∼π

[ t=∞∑
t=0

γt ∗R(st, at, st+1)

])
(1)

Where, 0 < γ < 1 is the discount factor to gradually

decrease the impact of rewards coming from far-off future.

Most of the practical environments are often high-

dimensional, and it becomes challenging to solve for such

objective using traditional RL algorithms such as temporal-

difference (TD) [19] or Q-Learning [20]. Therefore, the learn-

able functions like Policy (π), Value (Vπ(s)) and Quality

(Qπ(s, a)) can be represented as deep neural networks and

some suitable algorithm can be used to learn these mappings.

This is the central idea behind deep reinforcement learning

(DRL) [21].

Here, Value Function (Vπ) : S → R, defines the expected

reward of starting from state ’s’ and following the policy ’π’

from time t > 0, s.t. Vπ(s) =

Est∼P,at∼π

[ t=∞∑
t=0

γt ∗R(st, at, st+1) | so = s, π

]

and Quality Function (Qπ) : S × A → R, provides the

expected reward of starting from state ’s’ with action ’a’ and

then following the policy ’π’ from time t > 0, s.t. Qπ(s, a) =

Est∼P,at∼π

[ t=∞∑
t=0

γt ∗R(st, at, st+1) | so = s, ao = a, π

]

D. PPO Learning Algorithm

Proximal Policy Optimization (PPO) algorithm [22] is a spe-

cial case of policy gradient method [23], where a parametrized

policy (π(θ)) is learned to find the optimal values of param-

eters (θ) for an objective J(θ), similar to that in Equation

1, over a finite horizon (0 ≤ t < T ), using gradient ascent

techniques. i.e. θi+1 = θi + α∇θ ∗ J(θ).
The objective function specific to PPO algorithm is defined

as:

J(θ) = max
θ

(
Et [min (SO, SO clipped)]

)
(2)

Where, SO = rt(θ) ∗ Ât, SO clipped = clip
(
rt(θ), 1 −

ε, 1 + ε
) ∗ Ât, and

Ât is the estimate of Advantage function (Aπ) which

calculates the benefit of taking an action ’a’ from a starting

state ’s’, s.t.

Aπ(s, a) = Qπ(s, a)− Vπ(s)

The policy ratio rt(θ) = πθ(at|st) / πθold
(at|st), identifies the

importance of action ’a’ between the current and the previous

policy, and hence guides the direction of gradient movement

in the learning process. Authors in PPO had introduced this

clipping technique, see Equation 2, to restrict rt(θ) within an

ε bound and thereby avoiding unbalanced updates of policy

parameters.

III. SOLUTION METHODOLOGY

This section presents our proposed distributed learning

framework designed for MA-QRL problems, along with the

details on model architecture used for policy representation.

This system is designed specifically for large COL-MAE sys-

tem and works well for environments with distinct observation

spaces and less dependency on information from other agents.

A. Distributed Learning Framework

Authors in [24] have used three classes to classify learning

strategies for MAE, namely centralized training centralized

execution (CTCE), distributed training decentralized execution

(DTDE) and centralized training and decentralized execution

(CTDE). In this work we have used the following nomen-

clatures, with CTCE as ”Joint”, DTDE as ”Independent” and

CTDE as ”Shared” for our experiments.
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Agent 1
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Fig. 1: Architecture of MADQRL framework. Agents learn independently to optimize for joint objective defined by the

environment. This independent training happens on local observation, reward and action spaces, such that the joint policy can

be approximated by the product of local policies. Here, the MDP representation of the environment is just an example for

completeness of the system.

CTCE trains a joint policy

πCTCE(θ) = Pr(a | s)
where a is the joint action space of all agents performing

simultaneous transitions (s,a, s′)π from joint states s to s′,
as described in Section II-B.

Whereas, in CTDE every agent learns a shared policy

πCTDE(θ) 
 Pr(a | si) =
∏

πi(θ) ∗ I(i, j), ∀j �= i

which is trained over local states ’si’ and mutual information

’I’. πi(θ) is similar to that in πDTDE
i (θ).

At last, through DTDE every agent (i) learns a local policy

πDTDE
i (θ) = Pr(ai | si)

trained over local states ’si’ and actions ’ai, as if they are

learning independently. The Joint policy π(θ) can be written

by

Pr(a | s) ≈
∏
i

Pr(ai | si)

We took motivation from these strategies and designed a

framework for distributed quantum reinforcement learning

with hybrid quantum-classical model, within the DTDE class.

It is opposed to the recent work in [25] which train multiple

copies of a SAE and periodically share policy parameters for

weight synchronization. This simply distributes the training

load to multiple learners rather than learning a multi-agent
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environment using distributed training.

Figure 1 presents the architecture diagram of our proposed

framework for distributed quantum reinforcement learning for

multi-agent environments (MADQRL).

B. Quantum Policy Representation

Recent research in QRL has shown promise in the use of

various quantum-inspired techniques for different RL tasks

[13]. Where, authors in [26] encoded the MDP into quan-

tum states and proposed a projective measurement [27] and

Grover’s search [28] based strategy for a TD like policy up-

date, authors in [29] uses VQC and QNN based architectures

for policy representation in a DRL based setting.

A variational quantum circuit (VQC) usually consists of

three major components:

1) An Encoder Circuit E(X): to encode classical data

into quantum bits.

2) A Parametrized Circuit C(Θq): for learning user

defined objectives.

3) Measurements and Post Processing: to translate quan-

tum information into classical output / objectives for

optimization.

We design a quantum neural network (QNN) [30] based

model, with three layers of hybrid quantum-classical layer, to

represent the policy function π(θ). Here, the policy parameters

θ are directly mapped to QNN’s parameters Θ = Θq ∪ θc,

where Θq and θc are quantum and classical model parameters,

respectively. Each agent has a separate version of the policy

model for training. i.e. πi(θi) | θi → Θi.

A single layer of the QNN model consists of the following

layers:
Flatten

Linear Layer
VQC

RELU
Linear layer

RELU

We use angle encoding with Rx gate and multiple layers

of fully-entangled parametrized circuit with sequence of Rx,

Rz and CNOT gates in the VQC model. This design help

us to access larger sections of the Hilbert space and provide

maximal entanglement properties for efficient policy training.

It also helps in increasing the expressivity power of learning

process with smaller model sizes. Figure 2 shows a sample

VQC with 4 qubit and 3 layers of parametrized circuit.

IV. PERFORMANCE EVALUATION

We present the experimental setup used for our study and the

analysis of our findings. The designed system can work with

any traditional learning algorithm for a DRL based system,

but for our experiments we have used PPO for policy update.

A. Experiment Design

We experiment with cooperative-pong [31] environment

provided by PettingZoo [32]. This environment has 2 agents

with discrete action space: {-1,0,1}, representing {left, no,

right} movements, respectively. The aim of this game is to

Fig. 2: A sample quantum circuit with 4 qubits, having angle

encoding using RX gates and L = 3 layers of strongly

entangled variational layers, followed by full measurement in

Z-Basis. Here we use three different entanglement layers.

keep the ball within the playing arena for longest period of

time, by precise movements of paddles (agents), based on ball

dynamics. Fig 3 shows a sample snapshot of the game. It is

important to note that the ball can leave the arena only from

the left or the right edges. The state space is represented by

an rgb array of size (560 x 960 x 3), and each agent observe

only half of the screen. We scaled the canvas size (state space)

to 64 x 64 for simplicity of our experiments.

Fig. 3: A snapshot of the cooperative-pong game environment.

The entire black box is the ”playing arena”, the small white

dot at the center is the ”ball”, which moves freely based on

the laws of physics, and the two elongated white area on the

left and the right edges are the paddles, representing agents.

Here, the right one is a cake shaped paddle, while the one on

the left side is a standard block paddle.

We choose this game because it is a COL-MAE and the

observation space per agent are disjoint. Therefore, the joint

policy π(θ) can be factorized as π(θ) = π1(θ1) ∗ π2(θ2),
s.t. optimizing for the individual rewards jointly optimize for

the whole game, i.e. the ball remain in the court for longer

durations.

We run the whole training pipeline using Ray framework

[33] for ∼15K iterations, with batch size of 512, learning

rate (α) = 10−4, ε = 0.3, γ = 0.95, kl coefficient = 0.2, vf
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coefficient = 1.0 and entropy coefficient = 0.5. We compare

performance between the quantum model, as described in

Section III-B, with 13 qubits and 9 layers, and the classical

model with CNN [34] layers activated by RELU functions.

B. Results Analysis

We conduct experiments to compare the proposed frame-

work of ”independent” training against two other strategies of

”joint” and ”shared” learning. We test for both classical and

quantum models. We also compare the effect of entanglement

on training of the quantum model in joint learning setup,

within a basic entangling layer (BE) and a strongly entangling

layer (SE).

As mentioned earlier, one of the key contributors to the

success of our proposed design is the disjoint nature of

observation space, even though the game is collaborative. It is

observed from Figure 4 that the independent learning strategy

performs best and the shared mechanism performs worst.

This is due to unnecessary confusions created for additional

information learning and sharing in the shared case. We can

also verify this in Table I from the large amount of trainable

parameters used in the shared case, and the degradation in test

episodes post learning.

The independent learning strategy takes more time explor-

ing, and hence takes more time to train. Joint policy on

the other hand takes least time to train upto a reasonable

performance. This is measured using saturation point, see

Table I, observed while learning with incremental number of

trials in the stochastic process of episode sampling.

TABLE I: Performance analysis on two agent cooperative

pong game for different combinations of policy model and

distribution strategies. A CNN and a QNN based architectures

are used for classical and quantum models, respectively. There

are 1170 tunable parameters in the VQCs used in quantum

models.

Model -
Distribution

Total
Runtime

(s)

Test
Episodes

Trainable
Weights

Sampling
Saturation

(%iterations)
Classical-

Shared
377 193 40074 40

Classical-
Joint

291 254 20560 35.8

Classical-
Independent

391 264 18752 45

Quantum-
Shared

2753 176 20140 37.9

Quantum-
Joint SE

1529 259 10889 37.8

Quantum-
Joint BE

1795 245 10893 37.5

Quantum-
Independent

2835 288 10691 48

It is important to note that the number of trainable pa-

rameters for quantum models are almost half of that of their

classical counterparts, yet they perform better in most of the

cases, see Table I. Except for the shared case, where the

classical model outperforms quantum.

On the contrary, since VQC’s are trained on a simulator,

there is a trade-off for runtime, where quantum model takes

more time due to exponential cost of qubit simulations.
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Fig. 4: Comparing learning curves for different dis-

tributed learning frameworks between (a) classical, (b) quan-

tum–classical, and (c) quantum models. Results are reported

for a 2-agent cooperative Pong game with the observation

space reduced to 64×64. Curves show the moving average of

the mean reward with a window size of 5, while the shaded

regions indicate the corresponding standard deviation.

From results in Figure 4(c), we see that the model with

SE layer performs better than the one with BE layer. Where,

it has higher average reward during training process, lower

runtime and larger test episodes. This is mainly because the

quantum circuit with higher entanglement compensates for the

information loss due to significant feature reduction by the

linear layer used for compressing data for circuits with fewer

qubits.
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V. CONCLUSIONS AND FUTURE WORK

We proposed a framework for distributed quantum rein-

forcement learning using independent training and hybrid

quantum-classical model for policy representation. We demon-

strated the utility of such design for environments with disjoint

spaces and minimal communication requirements.
Our experiments on cooperative-pong environment using

PPO algorithm showed ∼10% improvement in final test

episodes and mean episodic rewards for a hybrid quantum-

classical representation. Since VQC’s are trained on a sim-

ulator, there is a trade-off for training runtime. Moreover,

given the nature of the underlying environment, the proposed

distributed framework with independent learning outperformed

other strategies of joint and shared learning, for both classical

and quantum representations.
This work can be easily integrated with other learning

algorithms and extended for environments having similar

structural but different environment parameters such as, but

not limited to, continuous state, action and observation spaces,

and for competitive environments where information about

other agents are often not known. It can also be applied

for environments modeled using partially observable MDPs.

Being distributed, it can scale well for larger environments.
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