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Abstract—Cloud computing, despite its scalability advantages,
may not fully satisfy the low-latency demands of emerging
latency-sensitive applications. The cloud-edge continuum ad-
dresses this limitation by integrating the responsiveness of
edge resources with cloud scalability. Microservice architecture
(MSA), characterized by modular, loosely coupled services,
aligns effectively with this continuum. However, heterogeneous
and dynamic computing resources pose significant challenges
to optimal microservice placement. Most existing approaches
focus on generating one-time scheduling plans, which are ill-
suited to dynamic environments where frequent and lightweight
rescheduling actions are required in response to changing system
conditions. We propose REACH, a reinforcement learning-based
microservice rescheduling framework that enables a sim-to-real
deployment pipeline for adapting microservice placement un-
der fluctuating resource availability and performance variations
across distributed infrastructures. REACH is integrated with a
real Kubernetes-based cloud—edge continuum testbed, with open-
source artifacts released for reproducibility.

Index Terms—Cloud-edge continuum, microservice, schedul-
ing, reinforcement learning

I. INTRODUCTION

Cloud computing has transformed information technology
with its scalable service models, diverse resource offerings,
and cost advantages over traditional infrastructures [1]. How-
ever, the rapid expansion of Internet of Things (IoT) devices
and the growing reliance on Al-driven applications have
increased the demand for low-latency applications, revealing
the limitations of centralized cloud data centers, which often
struggle to meet strict latency requirements [2].

To address this limitation, the cloud—edge continuum in-
tegrates cloud and edge resources into a unified infrastruc-
ture [3]. It combines the scalability of cloud platforms with the
proximity of edge devices, enabling applications to flexibly al-
locate resources across layers and deliver ubiquitous, adaptive,
and responsive services. Meanwhile, the widespread adoption
of microservice architecture (MSA) has further decomposed
applications into fine-grained, loosely coupled services, which
are well suited to dynamic deployment across heterogeneous
cloud—edge resources.

ICom:sponding author.

Existing research has explored optimizing application per-
formance in the cloud—edge continuum through various service
scheduling strategies, yet several critical challenges remain.
First, resources in the continuum are in constant flux: services
scale dynamically, new edge devices join the network, and
cloud nodes are added or removed based on resource utiliza-
tion. As a result, one-shot placement strategies, in which the
scheduler determines microservice placement only at initial
deployment, can quickly become suboptimal, and scheduling
algorithms need to update placement plans frequently as
system conditions change.

Second, microservice scheduling is challenging because
of complex service dependencies and diverse characteristics.
Reinforcement learning (RL) has been widely applied to this
problem but often faces the slow-start issue [4], since online
training requires real-time execution of each action. Simulation
can reduce this cost, but the alignment between policies
learned from simulation and the real world is questionable.
Thus, an RL pipeline that aligns simulation with the real
cloud-edge continuum is crucial for practical deployment.

Finally, evaluating MSA placement strategies in real-world
testbeds remains a significant challenge, particularly due to the
complexity of deploying heterogeneous computing resources
across cloud—edge infrastructures. As a result, most existing
studies rely on simulation environments to validate their
algorithms. However, such simulations may not fully capture
the complexity and variability of real deployments, thereby
limiting the applicability and effectiveness of these algorithms
in production scenarios.

To address these challenges, we propose REACH!, an RL-
based microservice rescheduling framework that enables a
sim-to-real deployment pipeline for optimizing the end-to-end
latency of MSA applications within the cloud—edge contin-
uum. Within this framework, REACH first trains rescheduling
policies in a simulation environment that models heteroge-
neous computing resources across the continuum and accounts
for the network latency between microservices and comput-
ing nodes. The learned policy is then deployed in a real

Uhttps://github.com/disnetlab/REACH
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Kubernetes-based testbed, where REACH continuously moni-
tors the operating environment and incrementally reschedules
only essential microservices, using a small number of steps to
reduce overhead, minimize application downtime, and prevent
unnecessary disruptions.

Our main contributions are as follows:

o« We formulate MSA placement as a rescheduling prob-
lem that aims to minimize rescheduling actions while
incrementally adjusting microservice placements in re-
sponse to environmental changes. Unlike most existing
approaches, which generate a new placement plan for
all microservices without considering rescheduling costs,
our method selects the most probable next rescheduling
action for currently running microservices, thereby opti-
mizing end-to-end application latency.

o We design and implement a custom RL simulation en-
vironment, CEEnv, that models heterogeneous comput-
ing resources and network conditions, reflects real-world
cloud—edge scenarios, and supports minute-scale policy
training before deployment.

o Building on this rescheduling framework, we imple-
ment a sim-to-real deployment pipeline that transfers the
strategies learned in simulation directly to a real-world
Kubernetes-based cloud—edge continuum testbed. Exper-
imental results demonstrate that, in this real-world setting,
REACH reduces end-to-end latency, stabilizes response
times, and mitigates latency spikes and fluctuations after
node failures and sudden traffic surges.

II. RELATED WORK

To address the Microservice Architecture (MSA) schedul-
ing problem, numerous studies have used heuristic and
optimization-based algorithms that consider factors such as
computing resource availability, application latency, and net-
work bandwidth usage to generate placement plans [5]-[10].
These approaches aim to optimize service execution and
reduce latency by scheduling microservices closer to end users.
However, they often simplify invocation patterns, assuming
linear chains or focusing on individual service latency, which
fails to capture the complexities of real-world MSA applica-
tions.

TABLE I: Comparison of the Related Works
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Optimization-based methods, using techniques such as
Mixed Integer Linear Programming (MILP) and Particle
Swarm Optimization (PSO), have also been proposed to
tackle microservice placement with multiple objectives such
as minimizing cost and latency [15]-[17]. More recently,
Zambianco et al. [18] formulated disruption-aware microser-
vice rescheduling as a multi-objective Integer Linear Pro-
gramming (ILP) problem for cost-efficient multi-cloud deploy-
ments. However, their work focuses on pairwise co-location
constraints rather than explicitly capturing complex MSA invo-
cation structures in the cloud—edge continuum. Optimization-
based methods formalize the problem mathematically and aim
to optimize placement decisions dynamically. Nevertheless,
they often incur relatively high computational overhead when
calculating the optimal placement for each decision-making
process.

Given the complexity and dynamics of MSA placement,
reinforcement learning (RL) has been widely explored. Mam-
page et al. [23] proposed a deep Q-Network (DQN) model for
container scheduling in serverless environments, but it only
considers individual containers and ignores interdependencies.
Ma et al. [13] applied a multi-agent RL approach for microser-
vice migration in cloud platforms, showing promising results
on synthetic and trace datasets. However, their method is
confined to cloud settings and overlooks device heterogeneity,
which is common in the cloud-edge continuum.

Maia and Ghamri-Doudane [14] propose an RL-based
method for scalable microservice scheduling across the cloud—
edge continuum. However, their model overlooks the hetero-
geneity of computing resources, which limits its applicability
to real-world deployments. Similarly, Chen et al. [19] intro-
duce MB_DDPG, an RL algorithm aimed at reducing average
request waiting time through adaptive microservice placement.
Yet, their evaluation is confined to simulations and assumes
a linear invocation pattern, making it unsuitable for complex
real-world MSA structures.

Lv et al. [20] incorporate Graph Convolutional Networks
(GCNs) into a DQN-based scheduler to capture microservice
call dependencies, but also neglect resource heterogeneity,
which is crucial in cloud—edge environments. Afachao et
al. [21] propose BAMPP, a variant of the actor-critic frame-
work with improved training stability, but their evaluation is
similarly limited to only simulated environments.

Lv et al. propose an RL-based scheduler that minimizes
communication overhead and load imbalance via a reward-
sharing DQN model (RSDQL) [22]. Their approach, combined
with an elastic scaling mechanism, shows latency improve-
ments on Kubernetes deployments. However, it assumes ho-
mogeneous edge nodes and static interaction weights, limiting
its applicability to heterogeneous continuum deployments.

In summary, existing heuristic-based approaches rely on
simplified criteria such as latency or user proximity, often
overlooking complex invocation patterns and resource het-
erogeneity, which leads to suboptimal microservice place-
ments. While optimization methods can yield near-optimal
results, they require detailed modeling and are typically too
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computationally intensive for practical deployment. Existing
RL approaches generally generate a one-time scheduling
plan for all microservices, neglecting the overhead associated
with redeploying services under changing conditions, such
as node failures, workload surges, or network fluctuations.
Additionally, most RL-based studies are confined to simulation
environments.

In addition to addressing the aforementioned gaps, our work
is, to the best of our knowledge, the first to validate RL-based
microservice rescheduling through a sim-to-real pipeline on a
real Kubernetes cloud—edge continuum testbed. A comparative
summary is provided in Table I.

III. MICROSERVICE APPLICATION SCHEDULING IN THE
CLOUD-EDGE CONTINUUM

A. System Architecture

In the cloud-edge continuum, computing resources and
microservice demands may change over time. These changes
pose significant challenges to efficient microservice placement.
REACH addresses this problem through iterative rescheduling,
making only a small number of placement changes while con-
tinuously optimizing microservice placement under evolving
resource and workload conditions.

Figure 1 illustrates a typical interaction between REACH
and the cloud—edge continuum. In this scenario, cloud and
edge resources are jointly managed by Kubernetes, forming
a unified pool of heterogeneous computing resources. Ini-
tially, the Kubernetes scheduler deploys microservices of a
microservice-based application (MSA) according to a prede-
fined placement policy. REACH then continuously monitors
both system states and application-level runtime behaviors.
Based on these observations, REACH leverages reinforcement
learning (RL) to progressively reschedule microservices, with
the objective of minimizing end-to-end latency and improving
overall application performance.

Figure 2 provides an overview of the REACH architecture
for learning and deploying efficient microservice scheduling
policies in cloud-edge environments. REACH follows an
offline—online pipeline: profiling data from the target applica-
tion and computing environment are first used to construct an
RL-based simulation environment for offline policy training,
and the learned policy is then integrated into a Kubernetes
rescheduling plugin for online decision-making in production.
The details are further discussed in Section V.

The pipeline-style design of REACH ensures alignment
between the simulation and production environments, allowing
the system to derive effective RL policies within minutes, in
contrast to the days typically required by purely online training
approaches. The detailed training and deployment pipeline of
REACH is discussed in Section V.

B. Problem Formulation

To accurately represent real-world deployments of MSA
applications within the cloud—edge continuum, we model each
microservice as a Service that may have multiple replicas
for autoscaling and fault tolerance. Each running replica is

34

Architecture of LLM Cloud-Edge Collaborative
Inferencing

Cloud Layer

Master Node
Scheduler Cloud Nodes
&l
>\<Mon|tor
s
Monitoring T

Monitoring

Rescheduling

Edge Layer
Edge Node A Edge Node B
N
;(\Ms 1/]
)

Fig. 1: Microservice Rescheduling in the Cloud—Edge Contin-
uum

referred to as a Service Instance, and service instances are
the unit of placement and rescheduling in our model. In Kuber-
netes, a service instance is realized as a pod; therefore, we use
pod only when discussing Kubernetes-specific mechanisms.
We represent the application invocation pattern as a Directed
Acyclic Graph (DAG), in which a service may invoke multiple
downstream services. Following [24], we define a Service
Group as a subset of services that are invoked sequentially.
In the proposed system model, the cloud—edge continuum
consists of heterogeneous computing nodes. Each node u has
CPU and memory capacities denoted as Cg, and Cy,,,. We
assume that the total CPU and memory resources requested by
all service instances on any node do not exceed its capacity.
This is typically enforced by container orchestration platforms
to prevent resource contention. Thus, for any node u, the total

requested CPU and memory resources, R, and Ri.,, must
satisfy the following constraints:
Rgpu = Z rgpu g Cgpua
pEP:nP=u
. , . ey
R’ITL(:"NL = Z TTﬂCWL S C’H‘LC’ITL’ vu e N
pEP:nP=u

To account for computational heterogeneity across the con-
tinuum, we define the average execution time of a request
EP™ for a service instance p at node nP, which reflects vari-
ations in CPU speed, disk I/0, and memory performance. The
heterogeneous network condition is modeled by the inter-node
latency D™V within the cloud—edge continuum. Accordingly,
service-to-service latency is modeled based on the latency of
the nodes on which the services are deployed.

We then formulate our problem as rescheduling service
instances to minimize end-to-end user request latency. The
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TABLE II: Notation Table

defined as dP¢ = D™"' where D“" denotes the node-to-

Symbol  Definition node latency between nodes u and v. Thus, for services 7 and
S Set of services, indexed by ¢, j. - : : C
N Set of computing nodes, indesed by 1, v, 7, the total latency across all instance pairs is:
N Number of nodes, N = |\].
A Action space for service-instance rescheduling decisions. i
Pt Set of running service instances of service ¢, indexed by p, q. Dsﬁjm = E E dp,q (3)
P Set of all running service instances, P = Ules’Pi. . p
Gt Set of service groups invoked by service 7; each h is an ordered set of services. PEP! g€PI
g Gateway service that receives requests from end users. .. ij . .
Siur Current number of running instances in service i € S By dividing Dgim by the total number of pairs of service
Smaz Maximum number of running instances in MSA application. . . . .
o CPU capacity of node 1 € A7 instances, which is the product of the number of service
Clhem  Memory capacity of node u € A instances S;,,,. and S7,, . in each service, we obtain the average
Abpu CPU availability of node u € ' - " . .
Au Memory availability of node u € A latency between services ¢ and j:
R, Total requested CPU of node u € N
Ryt em Total requested memory of node u € N L 1 .
Du:v Latency between nodes u,v € N D%J — Dl,] (4)
DY Latency between the end user and node u € N S Sio. Sj sum
Dmsa End-to-end MSA application latency cur cur
Penaltycost  Fixed reward penalty charged per rescheduling action. . . . . . .
Dy Average latency between services 4, j € S The average 1nvocation time between service ¢ and service

Average latency between end users and the gateway service.
Internal execution time of running service instance p € P
Internal execution time of service instance p € P on node u € N
Latency between service instances p,q € P

nP Deployed node for service instance p € P

Dgateway
P

Epu
dra

r@’pu Requested CPU resource of service instance p € P
Timem Requested memory resource of service instance p € P
T3 Average invocation time between services i,j € S

Ti Average internal execution time of service i € S

TE Total invocation time of service group h € G*

TS Average service processing time for service i € S

end-to-end latency comprises the accumulated execution time
of services invoked in processing a single-user request and
the network latency incurred when the request is transmitted
between services. The internal execution time of service
instance p on its deployed node n” is denoted by EP™". For
simplicity, we define t» = EP™". Then the average internal
execution time of service ¢, represented as T4, is formulated

as:
|
C— P
Ty =g >t

cur e pi

@

where 5%, denotes the total number of current running service
instances in service .

To estimate the expected latency between two services, we
calculate the average latency across all instances that interact
between them. The latency between instances p and ¢ is
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j can be formulated as:

T = DY + T} )

A service instance can invoke external services sequentially or
in parallel. We use h € G* to denote a service group invoked
by service ¢. Since services within a service group are invoked
sequentially, the total invocation time for h is formulated as:

Tg=> T ©)
jeh
The average service processing time T for service i is
recursively defined as the sum of its own internal execution
time T% and the maximum total invocation time among all
service groups invoked by service ¢:

)

We define the first service with which the end user interacts
as the gateway service g of the MSA application. The average
latency between end users and the gateway service, denoted
as Dggeway, 18 calculated by averaging the latencies from end
users to each instance of the gateway service.

1 i
Dgateway = ST Z Duscr

cur pepg

T = Th + max T
heg?

®)
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The end-to-end latency D,,s, of the MSA application can
then be calculated by adding the average latency between end
users and the gateway service, Dggieway, and the average
service processing time of the gateway service, T3, which
recursively includes the processing times of all subsequent
services:

D'msa = Dgatcway + Tg (9)

In this work, we design a rescheduling algorithm that dynami-
cally reschedules service instances to optimize the end-to-end
latency of the MSA application. The final end-to-end latency
of the MSA application is represented as:

Dgateway + T4,

if no rescheduling is ongoing
OR
Dyateway + 1§ + Dr,

if rescheduling is ongoing

Dmsa = (10)

Here, Dr denotes the rescheduling overhead. Although
our rescheduling process is implemented to minimize this
overhead, as discussed in detail in Section V, a small overhead
remains because the container orchestrator must redirect user
requests to newly positioned service instances, resulting in a
slight increase in the end-to-end latency of MSA applications.

The primary objective of our rescheduling algorithm is to
optimize the end-to-end latency D,, s, using as few reschedul-
ing steps as possible. This challenge, often referred to as the
service placement problem, involves finding the placement of
services to meet specific performance goals. However, the
problem is NP-hard [25], making optimal solutions compu-
tationally impractical. Consequently, we employ RL to derive
approximate placement solutions that aim to minimize D, sq.

IV. REINFORCEMENT LEARNING (RL) MODEL

Our RL agent is first trained in CEEnv prior to deployment
on the real-world testbed. The interaction between the RL
agent and CEEnv is illustrated in Figure 2. At each decision
step, the agent observes the current state S;, which captures the
cloud-edge continuum and the status of service instances in
the MSA application. Based on its learned policy m(A;|S:), the
agent generates a rescheduling action A, selecting a service
instance and assigning it to a target node. Executing this
action may alter the application’s end-to-end latency, which
is quantified by the reward function. The agent then receives
the updated state S;,;. The following summarizes the key
components of the proposed reinforcement learning model.

Agent: We employ Proximal Policy Optimization (PPO) to
address the rescheduling problem. Compared to value-based
RL algorithms, PPO is selected for its clipping mechanism,
which limits changes in the policy 7(a|s; ™). This constraint
prevents large policy shifts that destabilize the learning pro-
cess, a critical property for developing a robust policy under
changing cloud—edge conditions.

Episode: At the beginning of each training sequence, the
simulation environment initializes the computing resources
of the cloud—edge continuum with randomly selected CPU
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and memory utilization values. The MSA application is then
randomly deployed across these resources. From this initial
state, the RL agent interacts with the environment continuously
until it selects the “idle” action or reaches the maximum step
limit for a single episode.

State: REACH represents each environment state as a vector
composed of placement, node-resource, and service-instance-
resource information: s = [n, Acpy, Amems epus Tmem). The
placement vector n (n”)fgi‘" records the node host-
ing each service-instance slot. The node-resource vectors
Acpu = (AL,)0=y and Aper, = (AY,,,)00, describe the
current CPU and memory availability of each node, which
determines whether a placement is feasible under capacity
constraints Cp, and C,,cn,,. The service-instance-resource
vectors Tepy = (15,,),21° and Tperm = (rﬁlem)g’:"f}" specify
the CPU and memory requests of each service-instance slot.
This vectorized state keeps the observation focused on the
information needed to decide which instance to move and
which target nodes can admit it.

Action Space: The RL agent’s action is to select a service
instance p from the current MSA application and reschedule
it to a target node u, denoted as an action pair A(p,w). The
agent can also choose Idle, which leaves the current placement
unchanged when no beneficial move is available. The action
space is:

A={A(p,u) |p € P, ue N}U{ldle}. (11)

The total number of possible rescheduling actions is calculated
as |A| = Simaz X N + 1, where S,,4, denotes the maximum
number of service instances in MSA applications and N repre-
sents the total number of nodes in the cloud-edge continuum.
We use the masking mechanism of Huang et al. [26] to
prevent the selection of invalid actions by adjusting the logits
during training and inference, thus accelerating convergence.
Reward Design: One benefit of formulating the microser-
vice placement problem as rescheduling rather than initial
scheduling is that each rescheduling action naturally produces
an immediate change in latency, which can be used as a reward
signal. This enables the RL agent to learn more efficiently
and avoids the issue of reward sparsity [27] that arises when
agents must learn from infrequent or delayed feedback. There-
fore, in our RL environment, after each rescheduling step, the
agent immediately observes the latency variation before and
after the migration operation and uses this difference as the
reward. Specifically, the reward is formulated as:
Reward = (Dbefore — D“ft”) — Penaltyecost,

msa msa

12)

where Dtefore and D2fter denote the end-to-end microservice
latency before and after a rescheduling action, respectively.
The penalty term charges each rescheduling step for its
operational cost, so the agent favors migrations only when
the expected latency reduction justifies the movement. In our
setup, where end-to-end latency ranges from 100 ms to 600
ms, setting Penalty.,s: to 2 discourages unnecessary moves

while preserving effective policy learning.
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Example of Episodes for the Proposed RL Model:
Figure 3 shows two episodes of the RL agent interacting
with the environment, focusing on pod placement and CPU
availability of nodes. In both episodes, four service instances
{SI, SI,, SIs, SI,} are deployed across four nodes { Node,
Nodes, Nodes, Nodey}, each requesting 0.5 CPU units.
Initially, SI; and SI are in Nodey, while SI3 and SI, are
on Nodes and Nodey. The starting latency is 100 ms.

Service Instance
Placement

MSA Application
End-To-End Latency

Node CPU
Availability

Sl Sl Sl;  Sl; Node; Node; Node; Node,

so ([ [ (2] 3] [] Pd] (2] (2] 10ome
Ao = A(1, 2) Rescheduilng
Service Instance 1 to Node 2
s [E I EI ] EE vee soms
| Aq= A(4, 2) Rescheduilng
. Service Instance 4 to N.ode 2
Sz |Z| |Z| |Z| . |§| |Z| Ry =-100 90 ms
A; = A(4, 4) Rescheduilng ¢
Service Instance 4 to Node 4
S | 70 ms

Az=Idle

End Episode

Fig. 3: Example of State Transitions in Proposed RL Model

In the first episode, the agent performs an action Ay
A(1,2), rescheduling ST to Nodes. This increases Node;’s
CPU to 0.5 and decreases Nodes’s to 0, reducing latency to
90 ms. The reward is computed as 100 — 90 — 5 = 5. Next,
an invalid action A; = A(4,2) is taken, leading to insufficient
resources on Nodes. This ends the episode with a penalty
of —100. In the second episode, the agent starts similarly,
reaching state Sy. Then it performs A; = A(4, 3), moving S1Iy
to Nodey, reducing latency to 70 ms, and earning a reward of
90 — 70 — 5 = 15. The episode ends when the agent chooses
an “Idle” action based on system state Ss.

V. REINFORCEMENT LEARNING DEPLOYMENT PIPELINE

To facilitate the transfer of reinforcement learning policies
from the simulation environment to real-world deployment,
we design a three-stage deployment pipeline that aligns the
simulation environment with real-world conditions.

Microservice Application Profiles: During the profiling
phase, we collect performance metrics. Each microservice in
the target application is iteratively deployed on nodes with
varying computational resources, and its average request exe-
cution time on each node is recorded. These profiling data are
subsequently streamlined into the RL simulation environment
and serve as input.

Simulated Environment for Reinforcement Learning:
The reward signal is central to guiding an RL agent toward an
optimal policy. In our reward design (Section IV), variations
in the end-to-end latency of the MSA are the primary factor;
thus, CEEnv focuses on accurately modeling this latency. For
a given application, CEEnv takes as input a microservice
invocation graph (JSON) and profiled execution times across
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heterogeneous devices. During training, it traverses the invoca-
tion graph via DFS and recursively aggregates execution times
and inter-service latency parameters (Section III-B) to guide
environment modeling and policy training.

When microservices include multiple external calls, CEEnv
distinguishes between parallel and sequential patterns (Sec-
tion III-A) to compute their impact. By combining application
models, profiling data, and cloud-edge dynamics, CEEnv
yields latency simulations consistent with real-world setups,
enabling policies learned in simulation to transfer effectively
to physical testbeds.

Integrating with Kubernetes: After training on CEEnv,
the learned rescheduling policy is integrated into Kubernetes.
Since Kubernetes does not natively support pod rescheduling,
we implement a custom rescheduler that continuously moni-
tors cluster status and running MSA applications. The system
state is periodically fed into the RL agent: if the agent outputs
an “Idle” action, no rescheduling is performed; otherwise, the
system initiates a rescheduling operation. During rescheduling,
new pods are first launched on the target nodes, and the
corresponding old pods are terminated only after the new
ones become ready, thereby minimizing the impact on service
availability.

VI. PERFORMANCE EVALUATION

In this section, we first describe the experimental setup, in-
cluding the testbed, workloads, metrics, and baselines. We then
analyze the training performance of the RL agent, focusing on
its convergence and scalability. Finally, we evaluate REACH
on a real-world testbed, highlighting its effectiveness in reduc-
ing application latency and handling dynamic environmental
conditions.

A. Experimental Settings

Testbed Setup: We use Kubernetes to deploy a cloud—edge
continuum testbed on virtual machines (VMs) provisioned by
the University OpenStack? Cloud Computing Platform. The
VM specifications are summarized in Table III.

We configure our testbed to realistically capture both net-
work characteristics and resource heterogeneity across the
cloud—edge continuum. The dominant source of network het-
erogeneity in practical deployments stems from the geographic
separation between cloud data centers and edge sites; accord-
ingly, we deploy cloud and edge VM instances with an average
inter-region latency of approximately 50 ms, consistent with
commonly observed wide-area delays. In contrast, devices
within the same tier are typically co-located or connected via
high-speed local networks.

To reflect this, the network latency between edge nodes
and client nodes is maintained below 1 ms, and all nodes
within the same domain (cloud or edge) are interconnected
with an average latency under 1 ms. Since the nodes in our
experiments are stationary, these intra-tier delays remain stable
over time and do not vary significantly in practice, ensuring

Zhttps://www.openstack.org/
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that minor latency fluctuations have a negligible impact on
system behavior.

To approximate the heterogeneity of real-world cloud—edge
deployments, we set up different types of compute resources in
the testbed. Edge devices typically offer lower computational
capability than cloud servers, and this performance gap can
vary substantially across deployments. To demonstrate the
robustness of our approach under diverse conditions, we
configure two classes of edge nodes: Edge-A nodes execute
tasks approximately 30% slower than Cloud-A nodes, whereas
Edge-B nodes execute tasks roughly 50% slower.

TABLE III: TESTBED VIRTUAL MACHINES SPECIFICA-
TIONS

VM Type CPU Cores Memory Storage Operating System  Count
Cloud-A 8 16GB 30GB Ubuntu 22.04 2
Edge-A 4 8GB 30GB Ubuntu 22.04 2
Edge-B 2 4GB 30GB Ubuntu 22.04 2
Client-A 4 8GB 30GB Ubuntu 22.04 1

Workload: To test our approach on MSA applications with
different invocation patterns, we employ pBench [24] to
build three microservice benchmark applications, as shown
in Figure 4. The Chain application features a linear pattern
where each service calls another service. The Aggregator-
Sequential application involves a front-end service that se-
quentially invokes multiple services, while the Aggregator-
Parallel application allows the front-end to call two services
concurrently. All applications use the same microservices,
but differ in their interaction patterns, highlighting various
invocation structures. Each MSA application comprises four
services, with each service supporting up to five replicas,
resulting in a maximum of 20 pods per application.

A microservice configured through pBench can stress
CPU resources by calculating digits of 7 up to a specified
complexity, stress memory by loading a specific amount of
data, and stress disk I/O by writing a defined number of bytes.
Detailed resource-usage parameters for each microservice are
provided in Table IV.

In this work, we implement a workload generator for MSA
applications to asynchronously dispatch requests sequentially
upon receiving prior responses. The intensity of the workload
is controlled by adjusting the number of threads.

Chain Aggregator-Sequential Aggregator-Parallel

@ (0 —(689)
&

Fig. 4: Constructed benchmark MSA applications with varying
service invocation patterns and orders.

TABLE 1V: MICROSERVICE APPLICATION CONFIGU-
RATION

Client | Front-End | ML Back-End | DB

Pi calculation complexity 1 200 400 200 100
Iteration of pi calculation 1 2 8 4 1

Memory writing bytes (KB) | 0 1000 2000 | 1000 100
Disk writing 0 1 1 1 100

Metrics: The proposed rescheduling algorithms are evalu-
ated using end-to-end latency, which measures the total time
from when user requests are initiated to when responses are
received.

Baseline Algorithms: We benchmark the proposed REACH
rescheduling algorithm against three scheduling baselines and
one rescheduling baseline.

1) Default: The default Kubernetes scheduler,® assigns pods
to nodes by first filtering out infeasible nodes that do
not satisfy resource and constraint requirements, and then
scoring the remaining candidates to balance load and
improve overall cluster utilization.

2) Cloud-First: Prioritizes offloading tasks to cloud nodes,
alleviating resource constraints on edge devices. This
approach takes advantage of the greater computational
capacity of the cloud to handle intensive workloads.

3) Latency-Greedy: Based on the work of Motta-Cruz et al.
[28]. Using latency from service to end user as a heuristic,
it focuses on minimizing latency by keeping computation
near data sources or end-users.

4) RSDQL: Based on the work of Lv et al. [22], RSDQL
employs Deep Q-Learning with a replay buffer mech-
anism to tackle microservice application scheduling in
cloud—edge environments. As an initial placement policy,
it demonstrates superior performance over heuristic algo-
rithms. We adapt RSDQL to our rescheduling RL model
to serve as a baseline for evaluating the effectiveness of
our PPO policy.

B. Experiment Results

1) Convergence of the RL Agents

In this study, we trained the REACH and RSDQL agents on
a virtual machine equipped with a 32-core AMD EPYC 9474F
CPU, 236 GB of memory, and an NVIDIA L40S GPU. The
hyperparameters for both REACH and RSDQL are listed in
Table V; these include both training parameters and reward-
related parameters from our reward function, as discussed in
Section IV. We limit the training process to 3 million steps.

o Aggregator-Parallel Aggregator—SeqL{enﬂaI Cha&
gt |
g 40 S ﬁ/'rb\ﬁ A//——ﬁ/ Tt
2 Prp
20+ e s =
el o —
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>
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Reinforcement Learning Algorithms
—+— RSDQL —/— REACH

Fig. 5: Convergence of accumulated rewards for REACH
and RSDQL agents on Aggregator-Parallel, Aggregator-
Sequential, and Chain application workloads

Figure 5 illustrates the accumulated rewards per episode
for REACH and RSDQL across three MSA applications,
averaged over 100 episodes. Both models were trained in

3https://kubernetes.io/docs/concepts/scheduling-eviction/kube-scheduler/
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Fig. 6: Training performance of REACH at larger scales, including rewards, training time, and inference time for different

node and pod configurations.

a simulated environment with six computing nodes and up as shown in Figure 7. Each application was tested with pod
to 20 pods. REACH consistently achieves higher cumulative configurations of 4, 12, and 20, achieved by setting service
rewards, indicating a more effective rescheduling policy, owing replicas to 1, 3, and 5, respectively.

to the stability and sample efficiency of the PPO algorithm it
employs. Compared to RSDQL, REACH converges substan-

. . . . . End-To-End Lat : Chai
tially faster. This faster convergence is attributed to its use na-lo-End Latency: Lhain

of an invalid action mask [26], which explicitly eliminates g 30
infeasible actions during exploration, thereby narrowing the g 20
action space and accelerating policy learning. £ 100
-
0
TABLE V: Hyper-Parameters For RL Agents Pod Number
Parameter Value Parameter Value End-To-End Latency: Aggregator-Sequential
Rescheduling Penalty (Penaltycost) 2 Batch size 64
Learning Rate (a) 3x10~%  Exploration Fraction (RSDQL) 0.1 ’g 300
Discount Factor () 0.99 g‘;‘g—fl\fe ]:3:/)(; rionnected Layers 3 > 200
o
. 5
Entropy Coefficient (3) 0 gﬁ‘s;liug]};taz?]‘:emed Layers 2 0 5
Soft Update Coefficient () 1 Pod Number

End-To-End Latency: Aggregator-Parallel

2) Scalability Analysis

We evaluated the scalability of REACH in accommodating
a larger cloud-edge continuum with an increased number
of computing nodes and application pods in the simulation 0
environment. We selected the Aggregator-Sequential appli- Pod Number
cation, which exhibits the longest training time under the
baseline setup of 20 pods and 6 nodes, to conduct scalability
experiments. Figure 6 provides three subgraphs summarizing
key observations. The first subgraph indicates that as the
number of pods increased from 20 to 36 and nodes from 6 to
18, the rewards of models trained at different scales quickly
converged above 20, although larger scales exhibited a slightly
slower learning curve.

The second subgraph illustrates the impact of scaling on
training time, showing that training duration increased for
larger configurations. However, the third subgraph shows
that the inference time of the model grew only marginally,
remaining within 1 millisecond even as the system scaled.

200

100

Latency (ms)
w
8
b“
;‘_

20

@ REACH B8 Default E##@ Cloud-First
BN RSDQL EEE Latency-Greedy

Fig. 7: Average end-to-end latency for three MSA applications
with varying pod counts over 10 rounds.

REACH outperformed the baselines, reducing latency by
an average of 21.56% and 9.83% compared to Default and
RSDQL, respectively. REACH demonstrated superior perfor-
mance in the 12- and 20-pod configurations, but was out-
performed by RSDQL and Cloud-First in the 4-pod setup of
Aggregator-Sequential and Aggregator-Parallel.

This suggests that once trained, the model can be deployed As discussed in Section III-A, our network and MSA models
in real-world clusters with negligible inference overhead, introduce certain abstractions from the real-world testbed,
regardless of system size. Furthermore, while training was which may lead to minor discrepancies between simulated and
conducted using CPU devices, incorporating GPU resources real environments. Nevertheless, REACH outperforms other
could potentially enhance training efficiency. algorithms in 7 out of 9 pod configurations with more complex

3) Evaluation of End-to-End Latency setups and shows only a small gap to RSDQL in the 4-

We evaluated the average end-to-end latency of three MSA pod configuration, highlighting its balance between model
applications scheduled by different algorithms over 10 rounds, efficiency and performance in a real-world testbed.
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4) Evaluation of Service Latency

We evaluated the service latency of individual microservice
in the MSA application. This metrics measure the duration
from when a microservice receives a request to when it
responds. Figure 8 shows the service latency for the Chain
application.

REACH demonstrates superior performance by reducing
service latency across all four services through optimized
service placement, effectively minimizing overall end-to-end
latency. The only exception occurs in the 4-pod setup as
discussed in Section VI-B3.

We conducted the same experiments on the Aggregator-
Parallel and Aggregator-Sequential applications, where the
results mirror the trend seen in the Front-End service. In both
applications, REACH excels at balancing latencies between
concurrent calls, consistently achieving the best overall service
latency for all microservices compared to related algorithms.

Front-End Back-End

I

Service Execution Time (ms)
Service Execution Time (ms)

12 20
Pod Number

DB

Pod Number

ML

vz

Service Execution Time (ms)
Service Execution Time (ms)

12
Pod Number

12 20
Pod Number

@ REACH RSDQL B8 Default EEE Latency-Greedy S Cloud-First

Fig. 8: Execution time of Front-End, Back-End, ML, and DB
services in Chain across different algorithms. Each service’s
execution time contributes to the overall end-to-end application
latency.

5) Evaluation of Adaptability Under Cluster Dynamics

We designed a node failure scenario to assess the adapt-
ability of our proposed rescheduling algorithm under dynamic
cluster changes. The experiment begins by deploying the MSA
application, where each service runs with three replicas, and
the traffic generator operates with a single thread, generating
traffic in a best-effort manner.

At a predefined time, we simulate node failures by disabling
one Edge-A and one Cloud-A node in the testbed. The
Kubernetes self-healing mechanism restores the affected pods
to the remaining nodes. For the heuristic algorithm, scheduling
actions are performed during the self-healing process, while
REACH and RSDQL perform further pod rescheduling after
the self-healing process.

Figure 9 shows end-to-end latency trends for the Chain
application. Each subgraph corresponds to one algorithm, with
node failures marked by orange pentagons and rescheduling
actions by yellow triangles. The moving average (window size

40

30) highlights overall trends, and the red dashed line indicates
the average latency as a baseline.

The results show that REACH reduces latency fluctuations
more effectively than the other algorithms, maintaining a
smoother latency curve with fewer spikes exceeding 300 ms
after rescheduling. REACH keeps 86.9% of requests below
250 ms, compared to 76.9% for RSDQL and much lower
proportions for Cloud-First (35.5%), Latency-Greedy (46.2%),
and Default (46.7%). Its average latency of 219.92 ms repre-
sents improvements of 7.9% over RSDQL, 24.5% over Cloud-
First, 18.7% over Latency-Greedy, and 19.1% over Default.

We conducted the same experiment on the other two appli-
cations. In these scenarios, REACH achieves average latencies
of 190.25 ms and 220.1 ms, outperforming the best baselines
by over 10% and 8%, respectively.

6) Evaluation of Adaptability to User Request Variability

We designed an experiment to evaluate our rescheduling
algorithm with dynamically changing user requests. The Ku-
bernetes autoscaling mechanism was enabled with a CPU
usage threshold of 50%.

The workload generator began with one thread and in-
creased to six to emulate a surge in requests. During the
experiment, heuristic algorithms managed initial pod place-
ment and autoscaling, while REACH and RSDQL performed
rescheduling. Figure 10 shows latency trends, with surges
marked by orange pentagons. REACH achieved the lowest
average latency of 197.55 ms, outperforming RSDQL (207.29
ms), Cloud-First (258.77 ms), Latency-Greedy (258.02 ms),
and Default (255.12 ms). It also exhibited greater stability,
keeping 90% of requests under 250 ms compared to 89% for
RSDQL and only 55-59% for the other baselines.

Figure 11 presents throughput results. Operating in best-
effort mode, the workload generator issues a new request
upon completion of the previous one; thus, lower response
times yield higher RPS. After the surge, REACH sustained
the highest throughput, averaging 26.62 RPS versus 25.45
(RSDQL) and about 21 for the other baselines.

We repeated the experiment on the Aggregator-Parallel
and Aggregator-Sequential applications. REACH reduced the
average latency by 14.48% and 3%, respectively, compared
to the best-performing baseline, while also mitigating traffic
fluctuations and sustaining higher throughput.

7) Rescheduling Overhead

The number of rescheduling steps is a critical overhead
when adjusting MSA application placements in response to
system changes. During the end-to-end latency experiments
(Section VI-B3), the REACH algorithm required an average
of 1.58, 6.2, and 8.95 rescheduling actions for the 4-, 12-
, and 20-pod configurations, respectively. Unlike conventional
scheduling approaches that often reschedule the entire applica-
tion, only 39.5%, 52%, and 42% of active pods were migrated
on average across these configurations, effectively reducing
unnecessary overhead.

Another source of overhead arises from transient latency
spikes during rescheduling. As noted in Section V, our imple-
mentation avoids hard service interruptions when new pods are
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Fig. 11: Comparison of the throughput handled by the Chain application over time across different algorithms. The application
optimized by REACH sustains a higher request rate than other baseline algorithms.

launched. However, brief spikes, typically under 1 second, can
occur as Kubernetes redirects traffic from old pods. Given their
short duration and the substantial overall latency reduction
achieved, we consider this overhead acceptable.

VII. CONCLUSIONS AND FUTURE WORK

In this paper, we present REACH, an RL-based framework
for adaptive microservice rescheduling in hybrid cloud—edge
environments. Through its sim-to-real deployment pipeline,
REACH transfers policies trained in simulation to a real
Kubernetes testbed. Unlike traditional methods that reschedule
entire applications, our approach selectively updates only
the necessary pods in real time, reducing overhead while
maintaining continuous application performance. Reinforce-
ment learning is used as the policy-learning mechanism for
adaptively adjusting microservice placements based on real-
time patterns of service invocation and resource availability
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across the cloud-edge continuum. Experiments on a real-
world Kubernetes testbed demonstrate that our algorithm re-
duces end-to-end latency and mitigates latency fluctuations and
spikes caused by dynamic cluster changes and varying user
requests, outperforming baseline algorithms.

Several aspects of REACH leave room for further extension.
Our RL model can be extended to account for factors such
as bandwidth contention and request queuing delay. Due to
resource constraints, our testbed is limited in scale. Neverthe-
less, since our system is built on Kubernetes, it can be readily
scaled to larger deployments as additional resources become
available.

For future work, we plan to extend REACH toward multi-
objective optimization by incorporating request queueing and
bandwidth metrics. We also aim to combine simulation-based
pre-training with online learning in real testbeds to further
improve adaptability and performance.
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