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Abstract adapting [24][25][20] can be usefully applied to ease man-

Service-Oriented Architectures provide integration ofin  29ément and improve resilience and overall system perfor-
teroperability for independent and loosely coupled sarsic ~ Mance. Inaddition, quality of service (QoS) needs to be ex-
Web services and the associated new standards such aBressedinsuch SOAs and can only be met if specific service
WSRF are frequently used to realise such Service-Oriented€Ve! agreements (SLAs) are defined and adhered to. To this
Architectures. In such systems, autonomic principles of €Nd we have developed an autonomic WSRF container that
self-configuration, self-optimisation, self-healing aself- utilises MAPE (Monitor, Analyse, Plan and Execute) [16]
adapting are desirable to ease management and improveto manage its mter_nal fur!ct|onallty, detect. SLA violaton
robustness. In this paper we focus on the extension of thednd trigger cor.recyve actions. The containers themsellves
self management and autonomic behaviour of a WSRF con&'€ connected in via a P2P (peer to peer) overlay to achieve
tainer connected by a structured P2P overlay network to aW|de_d|str|but|on of workload, decentralised management
monitor and rectify its QoS to satisfy its SLAs. The SLA and failure tolerance.
plays an important role during two distinct phases in the ~ The contributions that we make in this paper are: we
life-cycle of a WSRF container. Firstly during service de- have (1) developed an overalealthmetric for the WSRF
ployment when services are assigned to containers in sucteontainer that is a single easily comparable value and is
a way as to minimise the threat of SLA violations, and sec-normalised to provide for heterogeneous resources, (2) pro
ondly during maintenance when violations are detected andvided differentiated service level domains (green, red and
services are migrated to other containers to preserve QoS.gold) in our SLAs, and (3) developed a decentralised mi-
In addition, as the architecture has been designed and built gration algorithm that redistributes services between- con
using standardised modern technologies and with high lev-tainers to meet agreed QoS using the health metric and ser-
els of transparency, conventional web services can be de-vice level domains. In addition the P2P overlay architextur

ployed with the addition of a SLA specification. is decentralised, highly distributed and scalable. We have
implemented the architecture using standard modern tech-
1. Introduction nologies and with high levels of transparency, indeed, con-

ventional web services can be deployed with the addition of

Web services and the associated Web Services Resourca SLA description.
Framework (WSRF) [23] standards are the predominant The rest of the paper is organised as follows. In sec-
choice for implementing Service Oriented Architectures tion 2 we outline the basics of the autonomic WSRF con-
(SOA) based systems such as Grids [12]. Managementainer and we describe the general architecture of the sys-
of large SOAs is difficult, and autonomic principles of tem. Section 3 lays the foundation for the determination
self-configuration, self-optimisation, self-healing aself- of the health of a WSRF container, section 4 presents the



migration algorithms, section 5 details our experimergalr 2.1. WSRF Container Operation
sults that validate our approach, section 6 explores itlate

work, and finally section 7 concludes this paper. The SLA plays an important role during two distinct

phases in the life-cycle of a WSRF container. The used
2 WSRF Container Architecture SLA description is only a subset of the WS-Agreement
specification[1]. Firstly during service deployment when
In this paper we focus on the role of SLAs in the as- services are assigned to containers in such a way as to min-
signment and migration of services between WSRF con-imise the threat of SLA violations, and secondly during
tainers and therefore we will only provide a brief outline maintenance when violations are detected and services are
of the WSRF service container itself, see Figure 1. For de-migrated to other containers to preserve QoS. Each con-
tails on architecture and implementation see our Technicaltainer monitors its performance requirements, and if it is
Report [26]. The WSRF container, a Java implementation unable to resolve the SLA violation internally, it will gere
by the Apache Muse [5] project, is embedded within the ate ahelpmessage indicating which resource is causing the
highly customizable application server Geronimo [3] and problem. Each recipient of this help message will generate
the WSRF services are deployed in Axis2 [2] running in a response health status metric (H-metric). A H-metric is
Tomcat [6]. JSR-77 [28]provided by JMX [29] is used a simple approximation indicating the overa#lalthstatus
to monitor the WSRF services inside the service containerof the WSRF container, and is weighted to highlight the re-
(e.g. request counter, processing time, etc.). MAPE [16] is source responsible for the SLA violation. Essentially,reac
implemented using Geronimo’s GBeans [14], provides au- monitored resource is normalised, then all of the resources
tonomic management and utilises SLAs and performanceare summed and renormalised. This allows the state of the
metrics to trigger self managing operations such as serviceresponding machine to be summarised in a single compa-
migration. Using GBeans provides access to Geronimo’srable number, but permits the resource of interest to carry
advanced features, such as, Inversion-of-Control [13]. more weight when selecting a destination for migration.
The H-metric is specific to each help request. Two simulta-

i neous requests with different violating resources, wi-id
Geronimo i ] ally result in two different H-metrics from the same con-
Tomcat i | tainer. Section 3 presents the H-metric in detail.
. - T
P [use A ool senvice 2.2. Example: Service Deployment
WSRF WSRF Container
Service, Service, % configure We distinguish two types of servicespnstrainedser-
vices have specific location dependencies (e.g. connected
— to a specific data base), whilmconstrainedervices have
MBean MBean no special location requirements. During the deployment
of services, constrained services are prioritised oveonnc
MBean Server strained services. For the initial deployment of services
adapter ~C Sorsor | 'AC Effoctor during container initialisation, this means placing altloé
viva | [soS ooy [ constrained services before the uncons_tr:_;uned services. F
WSRF —H . Knowedge deployment of a new service into an existing container net-
coaner e pnatyser olan work, if the new service is constrained, then we have no
[ [ choice but to attempt to deploy it to the desired container.
If that deployment results in an SLA violation, we then at-
tempt to migrate unconstrained services from that containe
Figure 1. Internal structure of the WSRF con- (Figure 2). If the new service is unconstrained then it is-sim
tainer ply deployed to the best container using a bounded depth

H-metric query in the container overlay, as explained:

The service deployer (Figure 2) asks its local WSRF con-
tainer to deploy a service. The WSRF container picks a ran-
dom ID, resolves this to the nearest container, and ingiate

Individual WSRF containers are interconnected via a
modified version of the Pastry [27] structured P2P over-
lay network. Each WSRF container contributes to the au- 2 two level H-metric auery from this root. The H-metric
tonomic management of the overlay network and there are o query ' )

. : . .~ __query in this case results if = 0.7 from containeP10
no specialised or static management roles. This architec-

: : . o andH = 0.6 andH = 0.2 from its computed childreR3
ture provides robustness and permits a wide distribution of . . . .
workload. A container's pastry node stores an index for the andP12 respectively. If this search fails to return a suitable

service, and resolves this to the actual container on whichgﬁztg'r?é"rjg;:rg?ﬁedep;?y'?ﬁgt’ cv)vrfhmgrﬁ?ie éhftggtp':‘hthbey
the service is hosted. ISSu query. Itis worth pointing ou [



0.0, if 2 <= SLAnin
f100), if SLAnin <<=
SLA in + 210 * SLAmaz
/ Hpetric() = § fro—00(), 1f SLAmin + 10 ¥ SLApar < T <=
) SLAmin + 290 * SLAmas
! fo0(), x < SLAin + xo0 * SLA 0z
1.0, otherwise
P10 (2)

H=0.7 7 := measured metric value; =€ [SLAnin, SLAmaz];
210 € [0.1,z90]; 210 := 10% metric default valueho :=

10% H default value;zgo € [710,0.9] zgo := 90% metric
default valuehgo := 90% H default value;

i h h1oSLA
H=0.2 10T 10 min
= - 3
flO() xlOSLAmaw xlOSLAma;E ( )
Figure 2. Service deployment in a WSRF con- (hoo — h1o)x
; - v —
tainer J1o-90() ST Apran (290 — 710) + 1o
(h90 - th)(SLAmzn + IIOSLAmaz),4)
container being queried has an unresolved SLA violation of SLAjaz (o0 — x10) '
its own, it will return an H-metric ofH = infinity sig-
nalling that it is unavailable for inward service migratson 1L0—h
foo) = - (1.0 = hoo)x + 1.0+
SLAmaw - SLAmzn - xQOSLAmaw
3. Health Status Metric (H-metric) of a WSRF (1.0 = hoo) SLAmae (5)
Contalnef SLAmam - SLAmzn - ZCQOSLAmam

Figure 3 illustrates the normalisation function for a
As stated earlier, the H-metric gives an overview of a memory metric:SLA,i, = OM B; SLApa: = 300M B;
container’s health. The SLA specifies a set of resource con-h10 = 0.1; hgo = 0.9 and by sweeping = [0,300]M B
ditions that must be satisfied. All containers within thereve ~andx1o = [0.1,0.5] with the constraintzgy = 1.0 — 1.
lay network need to have their resources scaled to deal with

heterogeneous hosts, otherwise the H-metrics of the \ariou H metric _ _
containers cannot be compared. This scaling information is nermalizefunction
exchanged when each container joins the container overlay 1

network. If a new container advises that it has more mem- ZZ

ory or a higher MIPS performance than the current maxi-

mums, then its values are selected as the new maximums
for normalisation and are propagated to all containersen th °
network. Each SLA resource condition is therefore scaled
proportionally to the minimum and maximum values for the

container overlay network and will not need to be changed if
a service is subsequently migrated to another container. Af x 93
ter scaling, the parameter is normalized (vaduf.0, 1.0]) '
using a piecewise linear function (see Equations 1,2,8,4,5
The primary reasons for using this normalisation function ~ Figure 3. Normalisation function for memory.
is it allows us to adjust individual resources which behave )
in a non-linear way, e.g. memory usage, and because, prag- To c_alculate the overall health status_ of a container Fhe

matically speaking, a server is fully loaded at about 80% to normalised parameter values are combined and normalized

memory [MBytes]

90%. again (see Equation 6).
1 Zbin Wy * Hmetric()b 1
H=_x bt +_*hmac ine 6
Hmetric() = fmetric (x7 210, tha 290, h90) (1) 2 ZZ;T Wy 2 " ( )



With b := machine hosting the WSRF container and= Algorithm 1 Pseudo-code for service violation events
weights to emphasise particular differentiated SLAs. The Input: violation
wy, = weights represent SLA service level domains: gold  Qutput: success, failure

w = 4, redw = 2, greenw = 1. Gold servicesare the STOP registering violations
most important and are least likely to be migratgdsen START refusing inbound service migrations
servicescan be thought of dsest-efforservices, whileed S — pickunconstrained(green)
servicedall between gold and green services in priority and  if no value forS then
importance' S — piCkunconstrained (Ted)
The machine specific health statuis,(,cnin.) iS set rel- if no value forS then

ative to other containers. This permits the H-metric of two S «— pickunconstrained(gold)
different machines (e.g. different MIPS) to be compared by else
considering the max values of all machines (see Equation failure
7). end if

end if

Winem * Hmem () * Cmem + Wepu * Hepu () * Copu if migrate(Sthen
START registering violations
(7) STOP refusing inbound service migrations
Weightswmen, andw,,, are the same differentiated service else
level (gold, red and green) weights. The correction factor failure

hmachine =

Wmem * Cmem T Wepy * Cepu

for different machine resourcés(e.g. cpu, mem etc.) is: end if
_ Roveratl—max Algorithm 2 Pseudo-code for migrate
cp = oorereliomar 8) !
Reontainer—maz Input. S

Output: success, failure
MmSGhelp < {Hmetriccontainera SLAS}
H — HmetricQuery(msgneip, )

4. Migration Algorithm A —Vh e H | isAccepting(h)
dest — min(A)
There are five occasions when our system mmgrate return move(S, dest)

services in response to a: (1) constrained deployment (see
section 2.2), (2) new container joining the network, (3)-con
tainer having few services, (4) container leaves the nétwor 5. Prototype and Evaluation
for maintenance, or (5) predicted or real SLA violation. Mi-

gration is similar to deployment, although in this case the e have implemented the autonomic WSRF-P2P con-
query starts with a violating container detecting it has a tainer in a Geronimo [3] application server. The P2P Node
problem, and then issuing a bounded H-metric query (seeand the autonomic system manager are implemented as
Figure 2) to locate a new container to host the service thatGeronimo Beans (GBeans; [4]). The P2P functionality is
caused the (or is expected to cause a) violation. provided by an extension of freePastry [10], however it is
Algorithm 1 gives the pseudo-code for a responding to not critical which structured DHT package is used. The pro-
a service violation event. Firstly we stop registering SLA totype has been deployed and tested on five machines. How-
violations for this container, as subsequent violationi$ wi ever, to properly test the performance of the architecture w
have the same outcome - migrate a service off this containerran the deployable prototype code but used the freePastry
Secondly we stop accepting incoming service migrations. overlay simulation mode to scale the simulation to 100 con-
Next we pick a random unconstrained service with a greentainers.
SLA. If none is available we then try selecting a service

with a red SLA and then gold SLA. 5.1. Results
Algorithm 2 gives the pseudo-code for the actual migra-
tion of the services identified in algorithml1. Here we con- To simplify analysis the only SLA parameter we con-

struct a 'help’ message and append the H-metric and SLAsidered was response time. The experimental configuration
for S. Next we do a bounded depth H-metric query and find was 450 services deployed over 100 containers. Each
the set of accepting containetsfrom which we choose the  service had an expected response time of 10ms, with 75
minimumdest. The serviceS is then migrated to container gold, 150 red and 225 green level SLAs. To explore how

dest and the algorithm terminates. our architecture responds to, and resolves SLA violations,



all services were initially deployed to containers at rando
It is worth pointing out however, that deployments a
usually made much more carefully using the same H-me
guery as migration. Hence these experiments show
the architecture can deal with a poor initial distributic
and can resolve the distribution of services to provide 1
QoS dictated by the differentiated SLAs. The vast bt
of violations and subsequent rectification migrations ¢
finished in 15-25 seconds after initial deployment wh
using a query depth of 3.

Query Depth 1 — Query Depth 2 = Query Depth 3

20

Total Number of SLA Violations
-
@
e

1 3 5 7 9 11 13 15 17 19 21 23 25 27 29 31 33 35 37 39 41
Time (5 seconds per interval)

Figure 4. Total number of SLA violations for
bounded H-metric queries.

Figure 4 shows how quickly the system manages to ¢
bilise at the agreed QoS after the initial random deplc
ments. The slowest to stabilise on the agreed QoS \
when the destination was selected using a query depth
(random), with depth 2 and 3 improving things respective
There are some single violations long after the bulk of t
migrations have finished, and this is due to the same c
tination being chosen by two offloading containers (it is
fully decentralised algorithm). The deeper the query def
the faster the system provides the agreed QoS to the
majority of hosted services.

Figure 5 shows the number of gold, red and gre
service violations after initial deployment for a H-metri
query depth of 2. The results for level 1 and level 3 bc
show similar decay curves but differ in the rate at whit

they stabilise on the agreed QoS (as in Figure 4). Itis worth
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Figure 5. SLA violations shown by service
level for a H-metric query depth of 2.

migrating. Finally Figure 6 shows the total number of
violations for each query depth and service level domain.
Here the reduction in the number total of violations as
more effort is put into finding the best destination is clear,
although the improvement due to the query depth is subject
to diminishing returns.

Green MRed  Gold
100

90
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20
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Query Depth

remembering that in response to any of these violations, a Figure 6. Total number of violations for each
green (then red if no green, then gold) service is chosen to  ¢qrvice level for bounded H-metric queries.

migrate from the host. Each of these violations results in
a service migration, however the vast bulk of the migrated

services are green, with few reds and minimal gold services



6. Related Work tem is unlikely to scale well, as the resource discovery is
centralised. The research of Zeid and Gurguis [31] aims at
proving that with autonomic Web services, computing sys-
tems will be able to manage themselves as well as their re-
@tionships with each other. To achieve this objective, the

There have been a number of projects focusing on auto-
nomic behaviour for managing web services, in particular
Ecosystem [20] analyses and reconFigures a service-base X
system (with MAPE) to satisfy Service Level Agreements research.proposes a system that |mplem.ents t.he cpncept of
with minimal resource consumption. They conclude that autonomic Web services but without service migration.

migration is a heavy-weight exercise and should be avoided The closest work to ours is that of P2PWeb [22], which
whenever possible and that migrating services to satisfyuses a P2P structured DHT, to deliver a SOA middleware
the minimal resource consumption can lead to unnecessarplatform. However, although we share many of the high
overhead. Like our approach, the principle is to migrate level goals such as scalability, transparency and fauit tol
only when resource bottlenecks occur. Hao [15] carries outerance, there are many significant differences in the archi-
migration of weblets, specialized Web services, that can betecture itself. Load balancing in PZPWeb is an exercise in
migrated, according to the round trip time, message size,selecting a replica, that is, P2PWeb does not deploy or mi-
data location and load of the weblet containers. grate services to satisfy QoS requirements.

Other projects have attempted to address scalability In [17] deals with the load balancing and dependence
issues for, such as that by El-Darieby and Krishna- in service grid environment using a distributed scheduling
murthy [11], which partitions resources into individual, model oriented to grid service execution mechanisms. In
cluster and grid resources. Dowlatshahi et. al [9] have de-this model, agents are applied to enable service-level load
veloped an architecture that uses a hierarchical tree-strucbalancing and fault tolerance. The described functioealit
ture for participating nodes distant from the Internet back are similar to our approach but lack of service migration and
bone, and uses a single peer-to-peer structure for serviceon-centralised monitoring approach.
discovery at the root layer of the underlying tree struc-
tures. The key characteristics of their architecture are op
timal search for both distant and close services, minimal 7. Conclusions
overhead traffic, scalability, robustness, and easier QpS s
port. A self-organizing P2P network of resource pools man- _ _
aged by CONDOR [30] has been implemented by Butt et. In t_h|s paper we _have presented a novel architecture that
al [8]. Each resource manager periodically transmits a list ©©mbines the principles of autonomic management, service
of resources that it is willing to share to resource managersPriented architecture, web services and service levekagre
that are in close proximity. If a manager has insufficient re- Ments. We use the decentralised, fault tolerant and dynamic

sources to handle their jobs, they can forward some of theirProperties of a structured P2P DHT to create a scalable de-
jobs to the advertising resource manager. centralised autonomic web service middleware that com-

Kang et. al [18] divide SLAs into function domains (low, plies _With service Iev_el agreementg_an(_i strives to deliver
medium and high function domains). The 95-percentile re- Q0S in response to client SLA specifications.
sponse time of the real server is used as base for deter- We have demonstrated that our autonomic SLA aware
mining whether to allocate more computing resources to containers, that monitor their SLA compliance and migrate
clients demanding a high level of service. They do not €xcess services to other containers with spare capaaity, ca
consider service migration to meet the QoS targets. Leereactto dynamic to runtime conditions. The rate at which
and Lee[19] discuss how to integrate a service provider in the system is capable of redistributing services to find a QoS
a negotiation framework. An important aspect is the need preserving distribution is very fast, and improves furtagr
for a quality measurement like the h-value developed in the H-metric query depth increases. We have also provided
this paper. Mikic-Rakic et. al. [21] present an applied differentiated service level domains (green, red and gold)
self-reconfiguration approach to support disconnected-ope in our SLAs, and using the health metric and service level
ations by allowing the system to monitor and automatically domains we have developed a decentralised migration algo-
redeploy itself. rithm that redistributes services between containers &t me

Berenbrink et. a| [7] introduce a game_theoretic mech_ agreed QOS This is done in a distributed, scalable and ro-
anism which they use to find suitable allocations. Each bustway.
task is associated with a “selfish agent”, and requires each Finally, we have implemented the architecture using
agent to select a resource, with the cost of a resource bestandard modern technologies and with high levels of trans-
ing the number of agents to select it. Agents would then parency, indeed, conventional stateless web services and
be expected to migrate from overloaded to under loaded re-stateful WSRF services can be deployed with the addition
sources, until the allocation becomes balanced. This sys-of a SLA specification.
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